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Process Discovery: from events to model
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Process 
discovery

Presenter
Presentation Notes
Process discovery is the task of discovering a process model from a log of events, extracted from for instance an ERP system. Events in an event log contain a case, which groups together events that somehow belong together, like here where each case represents a paper and each event represents a step in the submission process of this paper. Each case can be seen as an instance of the process. The process model generated by a process discovery algorithm can be in any process modeling notation depending on the algorithm, often Petri nets are used, like here on the screen.



Smart Home Environments

• Motion sensors

SLIDE 29-2-2017

Presenter
Presentation Notes
An interesting and relevant domain where event data is being generated is in smart home environments, where different types of sensors register the activity of a person in the house. This includes motion sensors, logging where the subject moves.



Smart Home Environments

• Motion sensors

• Open / close sensors

SLIDE 39-2-2017

Presenter
Presentation Notes
Open/close sensors on doors and cabinets, registering which door and cabinets the subject uses at which point in time.



Smart Home Environments

• Motion sensors

• Open / close sensors

• Pressure sensors
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Presenter
Presentation Notes
Pressure sensors, which are able to log when a subject sits down in a chair or stands up from a chair.



Smart Home Environments

• Motion sensors

• Open / close sensors

• Pressure sensors

• Power sensors
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Presenter
Presentation Notes
Power sensors, which register when the subject turns on the TV, microwave, water cooker, etcetera.



Smart Home Event Log

Sensor Time
Hall-bedroom door 2015-02-29 08:03:20
Hall-bathroom door 2015-02-29 08:03:28
Hall-bathroom door 2015-02-29 08:05:17
Hall-bedroom door 2015-02-29 08:05:25
Hall-bedroom door 2015-02-29 10:22:29
Plates cupboard 2015-02-29 10:22:52
Fridge 2015-02-29 10:23:17
… …

SLIDE 69-2-2017

Presenter
Presentation Notes
However, when we apply process discovery to event logs from smart home environments out of the box.



Smart Home Process Model

SLIDE 79-2-2017

Presenter
Presentation Notes
We obtain models like this. This is the result obtained with a state-of-the-art process discovery algorithm on a real life smart home event log. The obtained model allows for too much behavior. Partly this is because human activity is just not as structured as business processes, where there is often a normative process model in place. Partly however, it might be because simply labeling the events after the sensor that triggered it is not a precise enough labeling. Maybe some of these freezer events are different than others.



Several Approaches that Address this Problem

• Refining event labels based on context

• Abstracting events to a higher-level of granularity

• Mining local process models that describe only frequent 
fragments within the activity sequences
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Assessment of Label Refinement 
Usefulness

• Statistical test to evaluate whether the more specific activities a1, 
a2, … obtained after refining some activity a are different in terms 
of control flow

• Can be used to assess whether a refinement of an activity a into 
more specific activities a1, a2, … is useful for process discovery
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Mixture Modeling of Event Timestamps
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• Tax, N., Alasgarov, E., Sidorova, N., and Haakma, R. (2016), “On 
Generation of Time-based Label Refinements” In Proceedings of 
the 25th International Workshop on Concurrency, Specification and 
Programming. CEUR-WS.org, 2016, pp. 25–36.



Von Mises distribution
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The von Mises probability density function 
is defined by parameters μ (mean) and κ (concentration), which are analogous to 

μ and  𝟏𝟏/𝝈𝝈𝟐𝟐 of the normal distribution.
• Tax, N., Alasgarov, E., Sidorova, N., and Haakma, R. (2016), “On 

Generation of Time-based Label Refinements” In Proceedings of 
the 25th International Workshop on Concurrency, Specification and 
Programming. CEUR-WS.org, 2016, pp. 25–36.



Pre-Fitting Stage
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Three statistical steps required to check a potential of 
sensor event feature for being clusterable

Rao’s 
Spacing 

Test

Hartigan’s 
Dip Test

Bayesian 
Information 

Criterion

• Tax, N., Alasgarov, E., Sidorova, N., and Haakma, R. (2016), “On 
Generation of Time-based Label Refinements” In Proceedings of 
the 25th International Workshop on Concurrency, Specification and 
Programming. CEUR-WS.org, 2016, pp. 25–36.



Number of component selection
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• Tax, N., Alasgarov, E., Sidorova, N., and Haakma, R. (2016), “On 
Generation of Time-based Label Refinements” In Proceedings of 
the 25th International Workshop on Concurrency, Specification and 
Programming. CEUR-WS.org, 2016, pp. 25–36.



Label Refinement evaluation
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• Tax, N., Alasgarov, E., Sidorova, N., and Haakma, R. (2016), “On 
Generation of Time-based Label Refinements” In Proceedings of 
the 25th International Workshop on Concurrency, Specification and 
Programming. CEUR-WS.org, 2016, pp. 25–36.

• Apply the Watson U2 goodness-of-fit test to assess 
whether the von Mises Mixture model is a good 
description of the data

• Assess whether the time clusters of the activity are 
different in terms of what comes before and what 
comes after



Example
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Interplay between refinements
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• One refinement can influence the usefulness and the 
outcome of the statistical control flow test of another

• Four strategies to find combinations of refinements:
• All-at-once
• Greedy search
• Beam search
• Exhaustive search



Multiple refinements
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Supervised Abstraction of Events
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• Tax, N., Sidorova, N., Haakma, R., and van der Aalst, W. M. P. 
(2016). Event abstraction for process mining using supervised 
learning techniques. In Proceedings of the SAI Conference on 
Intelligent Systems, IEEE, pp. 161–170.



XES event logs
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• Tax, N., Sidorova, N., Haakma, R., and van der Aalst, W. M. P. 
(2016). Event abstraction for process mining using supervised 
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Intelligent Systems, IEEE, pp. 161–170.



Inductive Miner model on the low-level 
events
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Inductive Miner model on the abstracted 
events

PAGE 24

• Tax, N., Sidorova, N., Haakma, R., and van der Aalst, W. M. P. 
(2016). Event abstraction for process mining using supervised 
learning techniques. In Proceedings of the SAI Conference on 
Intelligent Systems, IEEE, pp. 161–170.



Several Approaches that Address this Problem

• Refining event labels based on context

• Abstracting events to a higher-level of granularity

• Mining local process models that describe only frequent 
fragments within the activity sequences

PAGE 25

• Tax, N., Sidorova, N., Haakma, R., and van der Aalst, W. M. P. (2016). Event abstraction for 
process mining using supervised learning techniques. In Proceedings of the SAI Conference 
on Intelligent Systems, IEEE, pp. 161–170.

• Tax, N., Sidorova, N., Haakma, R., & van der Aalst, W. M. P. (2016). Mining Local Process 
Models. Journal of Innovation in Digital Ecosystems. 3(2), pp. 183-196 Elsevier

• Tax, N., Sidorova, N., Haakma, R., and van der Aalst, W. M. P. (2016). Log-based 
evaluation of label splits for process models. Procedia Computer Science, 96, pp. 63-72. 
Elsevier.

• Tax, N., Alasgarov, E., Sidorova, N., and Haakma, R. (2016), On Generation of Time-
based Label Refinements” In Proceedings of the 25th International Workshop on 
Concurrency, Specification and Programming. CEUR-WS.org, 2016, pp. 25–36.

• Tax, N., Sidorova, N., Haakma, R., & van der Aalst, W. M. P. (2016). Heuristic Approaches 
for Generating Local Process Models through Log Projections. In Proceedings of the IEEE 
Symposium on Computational Intelligence and Data Mining. IEEE



Local Process Models
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Event sequences
<A,A,C,B,A,A,C,B,B,C>

<C,A,C,B,A,A,A,B,C,B>

<A,A,B,D,C,D,A,B,C,B>

<C,A,C,B,B,B,A,D,B,C>

<B,A,B,C,C>

<D,A,C,B,C,A,A,C,A,B>

<D,A,B,C,D,C,A,C,A,B,C>

Process 
Discovery

Sequential
Pattern Mining

• Aims for complete descriptions of the sequences
• Allow for a rich set of constructs, including:

• Sequential ordering
• Loops
• Choices
• Parallelism

• Aims for partial descriptions of the sequences
• Allow for a rich set of constructs, including: 

• Sequential ordering
• Loops
• Choices
• Parallelism

Local Process 
Model Discovery

• Aims for partial descriptions of the sequences
• Allow only for sequential ordering



A sketch of the LPM discovery algorithm
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As described in:
• Tax, N., Sidorova, N., Haakma, R., & van der Aalst, W. M. P. (2016). 

Mining Local Process Models. Journal of Innovation in Digital 
Ecosystems. In press. Elsevier

• Set of constructs: {sequential order, loop, choice, …}
• Set of activities: {A, B, C, D, …}

1. Create candidate LPMs by combining two activities with one of the constructs
2. Evaluate candidate LPMs using data and prune those that do not meet thresholds
3. While new LPMs created that meet thresholds:

1. Expand candidate LPMs by adding a new activity with one of the constructs
2. Evaluate candidate LPMs using data and prune those that do not meet thresholds

4. Return LPMs ranked by weighted quality score



How can activity clustering help?
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Event sequences
<A,A,C,B,A,A,C,B,B,C>

<C,A,C,B,A,A,A,B,C,B>

<A,A,B,D,C,D,A,B,C,B>

<C,A,C,B,B,B,A,D,B,C>

<B,A,B,C,C>

<D,A,C,B,C,A,A,C,A,B>

<D,A,B,C,D,C,A,C,A,B,C>

Cluster
activities

Activities
Cluster 1 {A, B, C}
Cluster 2 {A, D}

C
reate

Sub-logs

Projected log cluster 1
<A,A,C,B,A,A,C,B,B,C>

<C,A,C,B,A,A,A,B,C,B>

<A,A,B,C,A,B,C,B>

<C,A,C,B,B,B,A,D,B,C>

<B,A,B,C,C>

<A,C,B,C,A,A,C,A,B>

<A,B,C,D,C,A,C,A,B,C>

Projected log cluster 2
<A,A,A,A>

<A,A,A,A>

<A,A,D,D,A>

<A,A,D>

<A>

<A,A,A,A>

<D,A,D,A,A>



On the “connectedness” of activities
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follows A B C D end
A 0.3 0.3 0.35 0.05 0
B 0.21 0.16 0.42 0.05 0.16
C 0.3 0.35 0.05 0.1 0.2
D 0.6 0.2 0.2 0 0

Event sequences
<A,A,C,B,A,A,C,B,B,C>

<C,A,C,B,A,A,A,B,C,B>

<A,A,B,D,C,D,A,B,C,B>

<C,A,C,B,B,B,A,D,B,C>

<B,A,B,C,C>

<D,A,C,B,C,A,A,C,A,B>

<D,A,B,C,D,C,A,C,A,B,C>



Clustering the graph

• Markov clustering

• Entropy-based clustering

• Maximum Relative Information Gain clustering
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Out-of-the-box graph clustering approach

- Start with size 1 clusters with each activity its own cluster
- Iteratively we attempt to add another activity to each cluster:

- if total sum of entropy of directly follows is less than a threshold r, add 
the activity

- Start with size 1 clusters with each activity its own cluster
- Iteratively we attempt to add another activity to each cluster:

- if the entropy of directly follows of at least one activity in the cluster 
declines with more than threshold r, add the activity



Experimental setup
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On the evaluation of rankings

• Discounted Cumulative Gain (NDCG)

• Ideal Discounted Cumulative Gain (IDCG)
- DCG calculated over some ground truth ranking
- In our case: the ranking obtained without clustering

• Normalized Discounted Cumulative Gain (NDCG)
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Proposed in:
• K. Järvelin & J. Kekäläinen, (2002). Cumulated gain-based evaluation 

of IR techniques. ACM Transactions on Information Systems. Vol 20. 
no 4. ACM.



Evaluation data sets
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Experimental results
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Quality Good at NDCG@5, 
starts performing worse for 
longer rankings. 

Time Achieves more speedup 
than other methods on most 
dataset

Quality Consistently 
outperforms random projections, 
also for longer rankings

Time Considerable speedup on 
all datasets, but less speedup 
than Markov clustering

Quality Very large improvement 
over random projections for 
some datasets

Time On some datasets all 
activities are put in one cluster, 
resulting in no speedup at all



Methods so far

• Refining event labels based on context

• Abstracting events to a higher-level of granularity

• Mining local process models that describe only frequent 
fragments within the activity sequences
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Topics for PhD year 3

• Multi-level Local Process Models

• Scalability of Local Process Models

• Label Refinements on multiple data attributes

• Local Process Models in combination with Label Refinements

PAGE 36



Questions?

E-mail address: n.tax@tue.nl
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